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Accepted papers

We have 40 papers accepted tentatively for SoCC 2023. Paper title, content, and even the acceptance decision may

change during the shepherding process. The detailed program is coming up soon.

Research

Plexus: Optimizing Join Approximation for Geo-Distributed Data Analytics
- Joel Wolfrath, Abhishek Chandra (University of Minnesota)

Carbon Containers: A System-level Facility for Managing Application-level Carbon Emissions

- John Thiede (University of Massachusetts - Amherst); Noman Bashir (University of Massachusetts Amherst); David Irwin (University of]|

Massachusetts, Amherst), Prashant Shenoy

SOCC 2023#zne353E

Accepted Papers

The following papers have been accepted to appear at the 29th ACM SIGOPS Symposium on Operating Systems Principles
(SOSP), conditional on the approval of each paper's shepherd:

A Cloud-Scale Characterization of Remote Procedure Calls by Korakit Seemakhupt (University of Virginia), Brent E. Stephens
(Google and University of Utah), Samira Khan (Google and University of Virginia), Sihang Liu (University of Waterloo), Hassan
Wassel (Google), Soheil Hassas Yeganeh (Google), Alex C. Snoeren (Google and UC San Diego), Arvind Krishnamurthy (Google

and University of Washington), David Culler (Google) and Henry M. Levy (Google and University of Washington)

Acto: Automatic End-to-End Testing for Operation Correctness of Cloud System Management by Jiawei Tyler Gu (University
of lllinois at Urbana-Champaign), Xudong Sun (University of lllinois at Urbana-Champaign), Wentao Zhang (University of Illinois
at Urbana-Champaign), Yuxuan Jiang (University of Illinois at Urbana-Champaign), Chen Wang (IBM Research), Mandana Vaziri
(IBM Research), Owolabi Legunsen (Cornell University) and Tianyin Xu (University of lllinois at Urbana-Champaign)

Antipode: Enforcing Cross-Service Causal Consistency in Distributed Applications by Jo&o Loff (INESC-ID, Instituto Superior
Técnico, Universidade de Lisboa), Daniel Porto (INESC-ID, Instituto Superior Técnico, Universidade de Lisboa), Jodo Garcia
(INESC-ID, Instituto Superior Técnico, Universidade de Lisboa), Jonathan Mace (Max Planck Institute for Software Systems and
Microsoft Research) and Rodrigo Rodrigues (INESC-ID, Instituto Superior Técnico, Universidade de Lisboa)

ERFEAZ 2023

SOSP 20236083573




HEEEDESM (2)
el B ABIT B IETE
FNMRIFmERI A BT A

» KE  RERRERTEERDEE CHRRIARE
@ 200 - SHEERR S RNARE 2118

Aleksandar Dragojevic
About me =

« Aleksandar Dragojevic

.. [EXTERNAL] Questions about Fa

aper “Fast General Distributed Tr.

RM B-Tree in paper "Fast General Distributed Transactions with Opacity”

s with Opacity” I' ve had a look at the code and the keys

tually fixed size. Sorry for the confusion, but

[EXTERNAL] Questxons about Fa

VI B-Tree in paper “Fast General Distributed Transactions with Opacity”
Distributed Tr 0 t

hank your very much for replys 9 I still have questions al

CS PhD student at Columbia University working on eBPF applications with professor

Fast G

ys support.

= Aleksandar Dragojevic - [EXTERNAL] Questions about

Fast General Distributed Tr

aRM B-Tree in paper "Fast General Distributed Transactions with Opa(m/ 2020-01-03

n our work. Here are

Check out our XRP project which accelerates storage accesses using eBPF.

s with Opacity” Hi Qing Wang, Thank you for your inte

« Aleksandar Dragojevic

] RE: [EXTERNAL] Questions about FaRM B-Tree in paper "Fast General Distributed Transactions with Opacwty

. so those don’ t hav
Current projects:
= alekd

confused

e Accelerating NVMEoF with XRP. Aleksandar Dragojevic

ons (request pi

@ Aleksandar Dragojevic

¢ Using eBPF for configurable page cache eviction.

« Aleksandar Dragojevic

¢ Accelerating a networked key-value store using eBPF.

ology Tsinghua University --

= Aleksandar Dragojevic .. Questions about "No compromises: distributed transactions with consistency, availability, and performance” 20

e? Thank

artment of C

and Technology Tsinghua University --

Previously, | was a software engineer at / working on cloud-native machine learning : v o0t
« Aleksandar Dragojevic .. Questions about "No compromises: distributed transactions v 1(onsns!en(y ava\labm!y and performance” 2019-04-09
infrastructure ( 1ibetlow ) | also created the Rook Cassandra Operator and the Scvlla Operatc 8 mote Memory” , there we have a log per thread. Each thread keeps up per-thread buffer stored in NVM. When the buffer is full, it gets sent to th
& Aleksandar Dragojevic .. Questions about "No compromises: distributed transactions with consistency, availability, and performante 2019-04-0¢

mote Memory” , there we have

Each thre per-thread ed in NVM. When the buffer is full,

which was adopted and continued by the company as their official solution to deploy on

Kubernetes « Aleksandar Dragojevic

1 RE: Questions about "No compromises: distributed transactions with consistency, availability, and performance” 2019-04-09
r h per-thread buff e

e buffer is full

ch thread keeps
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Here are the modified pages from system track.

.\ l =
) ﬁ £ — SKKU Data Intensive Computing Lab: http://dicl. skku. edu/publications. html
< IR ANEOHIEHT

— OrderLab publication: https://orderlab. io/pubs. html

— SymbioticLab (publication): https://symbioticlab. oxrz/publications/#

Best regards.

SKKU Data Intensive Computing Lab :
SEKU DICL

DICL

Home Publications

SKKU Data Intensive Computing Lab
Publications

Mijin An, Jonghyeok Park, Tianzheng Wang, Beomseok Ham, and Sang—Won Lee
HYV—SQL: Boosting OLTP Performance with Hon—V¥olatile DIMMs,

To appear at 49th International Conference on Very Large Databases (
¥LDB 2023

), Sep. 2023.

Tuan Ainh Ngyuen, Hyeongjun Jeon, Daegyu Han, Duck-...Kim, Sungsoon Park, Jinkyu Jeong and Beomseok Nam

NVMe—Driven Lazy Cache Coherence for Immutable Data with NVMe over Fabrics
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POSIX Application POSIX Application Application
4, X C
read () write () “::Z:f)() read () write () “:‘;z:c(:)() %@0 hfe‘ h@QO' e l ‘?J/,) JO\Y
write() [append]] ] . 0 write() [append]] | ., o 0 ¥ ] S - ! (@ Y
Libnvmmio togs | ¢
mmaps U-Split mmaps U-Split Atomic Writel
........................................... P Meeronse )
5L _ __ _J I I _ L _ Userspace < X 4
Kernel space open | asoaaA~A | munma
\4 v /mmap MMIO Jclose
K-Split
t t Kernel | NVM-aware FS |
v v v v PM Device
b | mmmmEmEmEEs i | pemsmEmm=- [ N\
LFleon P} tStaging Fle} [Oplog] e on P} 1 Siaging Fie} [ O log NVM | Files |
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@EI ?éfé 1ﬁ& RIT17AN Alternative designs. We now discuss alternative designs to
I~ / <J\W. address item size variability, and why we do not adopt them.
/N YAy J 1) Use a dedicated set of machines to serve large requests,
o Hj-l Ejz—l:ﬁ-tt ( )_IJ E j:l )_IJJ: ) as suggested in [45]. This solution may lead to waste of re-
because the workloads of large and small requests

+ —_ e sources g q
< HX EEI gEIJ/_\El‘_t% EIJ ; | /Hs::E':'E |dea cannot be consolidated. It also requires migrating items

across machines in case an item changes size, and adds one

oo |d ea%I)nuE’_‘ijEIE-‘ZEHﬂZ 7 network hop to redirect large requests.
. Sy 2) Splitting large operations in smaller chunks. This allows
X |dea}5‘ZlLEg%1q:ZEE1__Z 7 interleaving the processing of such chunks with small re-
. N quests. This design may lead to lower resource efficiency
X |d eaﬁ &&E’_\J } ,?\ X IEE1_ _Z 7 with respect to the run-to-completion model adopted by Mi-

nos. First, it may lead to worse data locality, by access-
ing memory regions corresponding to different requests, and
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Mu has some limitations. First, Mu relies on RDMA and
so it 1s suitable only for networks with RDMA, such as local
area networks, but not across the wide area. Second, Mu
is an in-memory system that does not persist data in stable
storage—doing so would add additional latency dependent
on the device speed. ' However, we observe that the industry

is working on extensions of RDMA for persistent memory,

whereby RDMA writes can be flushed at a remote persistent
memory with minimum latency [70]—once available, this
extension will provide persistence for Mu.

2023/9/26

Mu [OSDI@20]

Our approach has three limitations. First, NR incurs space
overhead due to replication: it consumes n times more mem-
ory, where 7 is the number of nodes. Thus, NR is best suited
for smaller structures that occupy just a fraction of the avail-
able memory (e.g., up to hundreds of MB). Second, NR is
blocking: a thread that stops executing operations can block
the progress of other threads; in practice, we did not find
that to be a problem as long as threads keep executing oper-
ations on the data structure. Finding a non-blocking variant
of NR is an interesting research direction. Finally, NR may

=] ,uf_ﬁ%j(/\ 2023

NR [ASPLOS@17, best paper]
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